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Results

Conclusions
We	  have	  seen	  how	  it	  is	  possible	  to	  find	  a	  compromise	  between	  realism,	  computer	  power	  and	  
interactivity.	  The	  end	  product	  of	  this	  workflow	  is	  a	  semi-‐interactive	  environment	  which	  could	  be	  
ideal	  for	  customers	  who	  do	  not	  need	  complete	  freedom	  of	  movement	  and	  who	  want	  to	  be	  able	  
to	  display	  their	  models	  without	  being	  concerned	  with	  the	  issue	  of	  having	  a	  powerful	  computer	  
at	  their	  disposal.
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Introduction
When turning point clouds into virtual 3D environments the most important factors
determining which workflow to adopt are: computational power, desired level of realism and
level of interactivity. On the one hand, we might choose to have a very high level of realism
(which requires substantial computational power, but a near-‐to-‐zero level of interactivity) by
rendering a single viewpoint with a physically based rendering engine. On the other hand,
environments that are fully implemented into a game engine (like Unity3D.), provide
freedom of movement and only require an average gaming PC to run, but do not offer the
same degree of realism. However, our choices should not be, and are not, limited to these
two approaches. The purpose of this project is to introduce to the audience a workflow for
the creation of immersive VR environments from 3D point cloud scan data with the following
characteristics: a high level of realism, very low hardware requirements and a constrained
level of movement in the model.

Summary
The creation of virtual environments from point cloud data is a challenging task. Many
different meshing and visualisation methods have been employed to recreate and
subsequently render the underlying 3D geometry of a point cloud. A workflow accompanied
by a novel visualisation method was investigated. A 3D model described by a point cloud was
created by using the latter as a graphical reference. Further, details were added via the use of
a profile reconstruction tool that was developed in order to help the modeller to
automatically turn point cloud cross-‐sections into NURBs. Following that, the 3D model was
textured and imported into a rendering environment. There the entire scene was pre-‐
rendered from a set of predefined views. Finally an interactive image visualiser (DWalk) was
developed in Unity3D©, which enables the user to navigate through the rendered still-‐
images as if they were moving a virtual camera in 3D space. The end product of this workflow
has many application ranging from advertising and providing assistance in selling new
housingprojects to buildingup databases for heritage sites.
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Each	  node	  is	  then	  rendered	  
and	  the	  set	  of	  still-‐images	  
that	  define	  it	  exported.

Mesh	  Construction	  
(3DS	  Max	  ©	  -‐ Houdini©)

Rendering	  
(Blender©)

Visualisation	  
(DWalk©)

A	  “network”	  is	  then	  created	  
by	  adding	  nodes	  into	  
custom	  locations

The	  pre-‐defined	  set	  of	  views	  
consists	  of	  “nodes”	  made	  of	  a	  
number	  of	  cameras	  pointing	  in	  
different	  directions	  to	  create	  a	  
360	  degree	  field	  of	  view	  map	  of	  
the	  surroundings.

Automatic	  high	  fidelity	  profile	  reconstruction	  and	  extrusion	  
is	  implemented	  in	  Houdini©.

Everything	  that	  is	  not	  possible	  to	  reconstruct	  using	  the	  
above	  method	  is	  modelled	  manually	  in	  3DS	  MAX	  ©.

Here, the profile reconstruction method was
used to reverse engineer the colonnade of a
cathedral.

The neighbourhood of a building site was
scanned and modelled in order to give
the architects of a proposed dwelling the
possibility to have a pre-‐view of the vistas
from differentwindows/balconies.

Visualisation	  and	  Rendering	  Performances*
Mono	  

(FullHD,	  avg. size	  7.8	  MB)
Anaglyph Stereo3D	  (Red-‐Cyan)
(960X540,	  avg. size	  1.98	  MB	  )

CPU	  	  	   8%	   8%	  
GPU	   6% 11.5%
Average rendering time of one node composed by 220 20mm cameras: 7 hours
30 minutes.

The entire network is then imported into
DWalk where it is possible to navigate
between nodes by defining linking paths.
The key feature of DWalk is that the virtual
environment displayed is not being rendered
live but is made of pre-‐rendered still-‐images
that require negligible computational power
to be viewed.


